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Abstract

A trend towards publishing ballot-by-ballot election results
has created new risks to voter privacy due to inadequate pro-
tections by election technology. These risks are manifested by
a vulnerability we discovered in precinct-based ballot scan-
ners made by Dominion Voting Systems, which are used
in parts of 21 states and Canada. In a variety of scenarios,
the flaw—which we call DVSorder—would allow attackers
to link individuals with their votes and compromise ballot
secrecy. The root cause is that the scanners assign pseudoran-
dom ballot identifiers using a linear congruential generator, an
approach known since the 1970s to be insecure. Dominion at-
tempted to obfuscate the generator’s output, but we show that
it can be broken using only pen and paper to reveal the order
in which all ballots were cast. Unlike past ballot randomiza-
tion flaws, which typically required insider access to exploit
or access to proprietary software to discover, DVSorder can
be discovered and exploited using only public information.

In addition, the election sector’s response to our findings
provides a case study highlighting gaps in regulations and
vulnerability management within this area of critical infras-
tructure. Although Dominion released a software update in
response to DVSorder, some localities have continued to pub-
lish vulnerable data due to inadequate information sharing
and mitigation planning, and at least one state has deferred
addressing the flaw until after the 2024 presidential election,
more than two years following our disclosure.

1 Introduction

The secret ballot is a crucial election security mechanism that
helps ensure people can vote their conscience without being
bribed or coerced. Its protections, which are guaranteed in
the constitutions of 44 states [21], have taken on increased
importance amidst an alarming rise in voter intimidation [23].

Modern election technology creates new challenges for bal-
lot secrecy, because computerized voting systems are capable
of generating ballot-by-ballot results, i.e., data that describes
the selections on each individual ballot. Recently, some elec-
tion officials have started to publish such data in the belief that
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it bolsters voter confidence, and several states have passed [22]
or are considering [2] laws that mandate its publication. Many
more localities have released ballot-level data in response
to a wave of lawsuits [37] and Freedom of Information Act
requests [24] following the 2020 presidential election.

To prevent voters from being associated with their ballots,
ballot-level data needs to be anonymized, but deployed elec-
tion technology has repeatedly failed to do this securely. In
2004, the first academic study of an electronic voting ma-
chine found that it used a broken random number generator to
shuffle ballot-level data [34], and in the two decades since, re-
searchers have identified similar flaws that could compromise
voter privacy in a variety of other election systems (see Sec-
tion 7). Despite this concerning pattern, there has been little
effort to systematically address this class of vulnerabilities,
perhaps because access to ballot-level data was historically
limited to election insiders. Yet the current trend towards pub-
lishing ballot-level data has transformed the nature of the
threat: now anyone can potentially exploit such flaws.

To understand how this threat affects contemporary voting
technology, we examined ballot-level data from recent U.S.
elections. Using only public information, we uncovered a seri-
ous privacy flaw in products from Dominion Voting Systems,
the country’s second-largest voting equipment maker. Due to a
flaw in the ballot randomization algorithm used by Dominion
precinct-based ballot scanners, anyone can unshuffle ballot-
level data produced from affected machines and determine
the order in which the ballots were cast. We named the vulner-
ability DVSorder (“devious order”), and it was assigned CVE-
2022-48506. Unlike most prior ballot privacy flaws, DVSorder
can be identified and exploited by the public—it does not re-
quire malicious actions by insiders, compromise of or access
to voting machines, or participation by voters themselves—
and exploitation cannot be detected by election officials. At
the time of discovery, parts of 21 states and Canada used
the affected systems [60], and at least 11 states had released
vulnerable data that was available online [44, 51, 64].

We reported the vulnerability to Dominion, which created
updated software in response. Unfortunately, such a patch can

USENIX Association

33rd USENIX Security Symposium 6525



only protect voters in future elections, and vulnerable data
that has already been published will remain exploitable.

Since the design, testing, and operation of election technol-
ogy is a heavily regulated area of critical infrastructure, one
might expect flaws like DVSorder to be caught and corrected
quickly. Instead, the vulnerability persisted for years, across
at least 11 versions of three Dominion products, which were
repeatedly certified by multiple regulators at the federal and
state levels. This points to gaps in the testing and certification
processes used for election equipment, especially with respect
to voter privacy. We discuss these issues in Section 8.

Evidence of other kinds of gaps emerged as we carried
out disclosure, which provided a rare test case for the elec-
tion sector’s security information sharing and vulnerability
management practices (Section 6). Neither Dominion nor the
responsible federal agencies effectively notified the local ju-
risdictions that operate the equipment, leading such major
municipalities as San Francisco to continue releasing vulnera-
ble data well after we made our findings public. Once notified,
some jurisdictions promptly patched or otherwise addressed
the problem, but others have not. One state—Georgia—has
announced, citing logistical difficulties, that it will defer miti-
gation until after the 2024 presidential election, leaving voters
at risk more than two years after we disclosed the flaw [61].
These challenges underscore the need for further maturation
of security processes throughout the election ecosystem.

Additional information about DV Sorder, as well as a data
sanitization tool and other recommended mitigations for elec-
tion officials, can be found online at DV Sorder.org.
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(c) Ballot image TIFF files

2 Background

Many modern voting systems produce ballot-level data. In
well implemented systems, this data is safe for public release.
When systems do not include appropriate safeguards, however,
such data can reveal how individuals voted.

2.1 Ballot-Level Data

Modern ballot scanners produce two main types of ballot-
level data that are intended to be public facing. The first, cast
vote records (CVRs), are the choices selected on an individual
ballot along with metadata about the ballot. This metadata
identifies the precinct and the tabulator that processed the
ballot and includes an ID that uniquely identifies the ballot
among those in the election. Dominion systems can export
CVRs in CSV or JSON format, as shown in Figures 1a and 1b.
Scanners also produce a second form of ballot-level data,
ballot images, which are digital scans of each ballot. These im-
age files are typically associated with the same ID as the cor-
responding CVRs to allow cross comparison. Figure 1c shows
an example of a set of ballot images from a Dominion system.
A growing number of jurisdictions publish one or both
forms of ballot-level data, sometimes even making them avail-
able in interactive forms, such as the online tool in Figure 1d.
Although these digital artifacts have limited value for verify-
ing the integrity of an election outcome in the face of elec-
tronic tampering [6] (which would require inspection of the
original physical ballots, e.g., in a risk-limiting audit), many
public officials consider releasing them to be a beneficial
“open government” practice that enhances public trust.

TabulatorNum Batchld Recordld CountingGroup PrecinctPortion

987 0 546984 Election Day City of Detroit, P
987 0 749347 Election Day City of Detroit, P
987 0 299063 Election Day City of Detroit, P
987 0 607574 Election Day City of Detroit, P
987 0 964848 Election Day City of Detroit, P
987 0 60943 Election Day City of Detroit, P
987 0 882503 Election Day City of Detroit, P
987 0 317204 Election Day City of Detroit, P

(b) CSV-format cast vote records
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(d) Ballot images in online viewer

Figure 1: Ballot-level data from Dominion systems. Jurisdictions increasingly publish ballot-by-ballot election data in the form of cast vote
records (descriptions of the votes recorded from each ballot) or ballot images (scans of each ballot). The most common formats of this data for
Dominion systems are shown here. Each associates votes with the ballot’s record ID (highlighted), the source of the DVSorder vulnerability.
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2.2 Dominion Voting Systems

Dominion has been the subject of prominent conspiracy theo-
ries concerning fraud in the 2020 U.S. presidential election
that have no evidentiary basis [1, 27]. However, researchers
have recently shown that some of the company’s products
really do suffer from serious security problems [18, 27, 29].

Dominion produces a line of equipment it calls Democracy
Suite, which includes election management system (EMS)
software and both batch-fed and hand-fed ballot scanners,
among other components. The company offers three models
of hand-fed scanners: the ImageCast Precinct (ICP), Image-
Cast Precinct 2 (ICP2), and ImageCast Evolution (ICE). These
machines are typically used as precinct tabulators: that is, they
are deployed at polling places, and voters feed in their own
marked ballots, which are counted and deposited into an in-
tegrated ballot box. When voting is complete, workers use
removable memory cards to transfer ballot-level data to a cen-
tral EMS computer, which aggregates results from tabulators
throughout the jurisdiction to generate the official totals.

In order to track data about voted ballots, Democracy Suite
uses three fields: tabulator ID, batch ID, and record ID." The
combination of these IDs uniquely identifies a ballot within
an election, and they are used together to label CVRs and
ballot image files, as seen in Figure 1.

Dominion tabulators assign a numeric record ID to every
ballot sheet as it is scanned. Typically, these consist of six
digits, which are chosen to be unique within a batch. When
ballots run across multiple sheets of paper, higher-order digits
are added to indicate the sheet number, so that records of a
given sheet sort together. For present purposes, we can ignore
the sheet number and consider the record IDs mod 1,000,000.

To protect privacy, the record IDs must not reveal the order
in which the ballots were cast. Otherwise, for instance, anyone
in the polling place could note that someone was the nth voter
to use the scanner and later identify their ballot in the data.
(We discuss variations of this threat, including attacks that
can be performed retrospectively, in Section 4.) To address
this, Dominion’s hand-fed scanners assign the six low-order
digits using a random number generator,” which the company
asserted in contracts with state governments “ensur[es] the
ballot images are de-coupled from voter order” [54, p. 187].

3 The DVSorder Vulnerability

... The moral of this story is that random numbers should
not be generated with a method chosen at random.
— Donald E. Knuth, 1969 [33, p. 5]

‘We determined that Dominion ICP, ICP2, and ICE scanners
draw their ballot record IDs sequentially from a fixed cycle
of possible values that is shared across all machines of the
same model. The only unpredictable element is the starting

!For a precinct tabulator, all voted ballots are usually assigned batch ID 0.
2In contrast, Dominion’s batch-fed scanners, which are typically used to
count mail-in ballots, assign record IDs sequentially. This is safe under the
assumption that mail-in ballots will be adequately shuffled before scanning.

oy O Oy @

A4

(2) Ballots are assigned
subsequent record IDs
in order of casting

[

T T T T
195008 857815 739854 611861 876852 ...
Fixed cycle of 1,000,000 IDs used by all scanners of a given model

(1) Scanner chooses a
random starting point
in the cycle

... 720012

Figure 2: Flawed ballot ID generation. Dominion scanners assign
record IDs to ballots as they are cast by following a fixed cycle of one
million values. The only unpredictable feature is the starting point.

@
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from 857815 — model's —» O
election cycle (3) Sort to
unshuffle @
876852 > @ >
Ballots with Relative position Ballots in
record IDs in fixed cycle order cast

Figure 3: Ballot order can be reconstructed from public data.
Record IDs from ballot images or CVRs can be matched to their posi-
tions in the fixed cycle. The ballots in a batch will map to consecutive
positions, which correspond to the order in which they were cast.

point in the cycle, which each scanner chooses at the start of
the election (see Figure 2). Using only publicly available in-
formation, we managed to reconstruct the complete cycles for
all three scanner models, which turn out to be the obfuscated
output of a linear congruential generator. With knowledge
of the cycles, anyone can perfectly determine the order the
ballots were cast from their record IDs, as shown in Figure 3.

The remainder of this section details the process we used
to reconstruct the cycles. It is instructive, because it reveals
how readily Dominion’s privacy protections can be defeated.

3.1 Reversing the ICP Generator

Our starting point was an unusual public dataset that contained
a copy of the memory cards from a jurisdiction’s ICP scanners.
Raw data from these cards is not typically published, since it is
unsafe to do so, butin 2021 card data from a single county was
openly distributed by a third party, and we obtained a copy.

When the Dominion system exports ballot-level data for
public consumption, it presents the ballots from each batch in
a shuffled order to conceal the order of casting, but we found
that the raw data from the memory cards contained CVRs in
voted order. We determined this by comparing the sequence
of ballot styles from the CVRs to the sequence of styles that
were cast during the election, as recorded chronologically in
log files stored on the cards. These matched exactly.
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Using the data from one card, we extracted approximately
500 record IDs in voted order. This relatively small sequence
was sufficient for us to reverse the full cycle of one million
IDs shared across all ICP tabulators. Of course, any election
worker with access to the equipment could obtain an ordered
ID sequence even more easily by simply scanning a deck of
numbered ballots and inspecting the resulting ballot images.

However an initial sample of the generator’s output is ob-
tained, the function is weak enough that it can be reversed
using only pen and paper through the process described below.

Identifying the Sequence as Nonrandom Closely inspect
the following sequence of record IDs (in column-major order):

850934 262494 959507 765067
437941 043481 331519 147059
614932 900792 516506 804866
079948 225788 173513 721853
486435 597795 388000 696860

There are obvious patterns in this sequence. For instance,
the digits in the ten-thousands place (blue) follow a cycle
with period 10. Inspecting a longer sequence would show
that the digits in the hundreds place (red) follow a cycle with
period 100. These cycles, combined with the output domain,
suggested that a linear congruential generator (LCG) with
modulus 1,000,000 might be in use.
An LCG is defined by the recurrence relation [46]:

Xp+1 =a-x,+b modm.

To use an LCG in such an application would be a mistake.
Researchers identified patterns in LCG output as early as
1968 [38] and used these patterns to “crack” such generators
in cryptographic contexts as early as 1977 [50]. It has been
known since 1982 that the outputs of an LCG with unknown
parameters can be efficiently predicted with knowledge of
just a few consecutive elements from the sequence [46].

If the ICP used a simple LCG with modulus 1,000,000, we
would expect the least-significant digit to exhibit a cycle with
period at most 10, the second-least-significant digit to exhibit
a cycle with period at most 100, and so on. This is because the
last decimal digit of the term x,,+; may only be affected by
the last decimal digit in a, x;,, and b when m is a multiple of
10. Since a and b are constants, the last digit of x;, is the only
piece of state affecting the last digit of x;,; 1. There are only
ten possible values for the state, which means the last digit
can have a period of at most ten. This logic can be generalized
to the other digits in the generator’s output.

Identifying the First Obfuscation That cycles of lengths 10
and 100 appear, but in different digit positions than expected,
suggests that the order of the digits is being permuted to
obfuscate the generator’s output. To test this theory, we can
set aside the other digits and restore the two digits with known
periods to their suspected positions in the underlying state.

We now see the following consecutive terms:

95 46 55 06
93 44 53 03
91 70 51 80
97 72 57 82
48 79 08 89

These terms are not consistent with an LCG, since the num-
bers remain close together for several sequential terms then
jump significantly in a repeated pattern. This suggests that
another digit-level obfuscation may be present.

Identifying the Second Obfuscation We intuit that the sec-
ond obfuscation may be a substitution cipher. To determine
the rule of substitution, we observe that the digit now in the
tens place changes once for every three or four changes in the
ones place. This pattern matches what we would expect when
counting by threes. We hypothesize that each term of under-
lying state differs from the state of the previous term by three.

Next, we observe the four sequential terms 95, 93, 91, 97.
Note that the digit in the tens place does not change. This
is true when counting by threes only if the numbers in the
ones place are 0,3, 6, and 9. This suggests that 5,3,1 and 7
correspond to 0, 3,6, and 9 respectively. We can extend this
pattern further and conclude that the sequence’s next term
must have a 2 in the ones place, followed by a 5, and so on.
This allows us to derive a substitution rule covering each digit.

Completing the Reversal Applying the substitution and
permutation rules to the original IDs yields the following
terms for the underlying state, where the digits in parenthesis
are in uncertain order:

(2138)70  (4478)85  (7719)00  (9059) 15
(8986)73  (1326)88  (3667)03  (6907) 18
(5834)76  (7174)91  (0515)06  (2855)21
(1782)79  (4022)94  (6363)09  (9603) 24
(8530)82  (0970)97  (3211)12  (5551)27

This is consistent with our intuition that the underlying state in
the two least-significant digits is counting by threes, and con-
firms that we are on the right track. We now must determine
which digit is the third-least-significant of the underlying
state. We observe that the least-significant digit of the original
record IDs, after applying the substitution rule, switches from
pattern 8,6,4,2,0 to pattern 9,7,5,3,1 when the two least
significant digits of the state roll over from 97 to 00; in other
words, it happens precisely when we would “carry the one.”
This suggests that the least-significant digit of the ID is the
third-least-significant digit of the underlying state, and that
our state increments by b = 803 mod 1000 at each iteration.

We now know the substitution rule and the permutation of
the three least-significant digits of the underlying state, as well
as the three least-significant digits of the incrementing con-
stant b. We also know that the multiplicative constant satisfies
a =1 mod 1000, and we hypothesize that it is simply 1.
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Figure 4: Statistical detection of the flawed RNG. Sets of record IDs chosen by different scanners sometimes overlap. For an election with 571
scanners, we show representative simulations of the intersection sizes obtained if IDs are assigned randomly (left) or by picking random starting
places in a fixed cycle (middle). The latter closely matches the observed distribution in public data from ICE scanners in San Francisco (right).

To determine the permutation and incrementation constant
of the rest of the state, we refer to the following three terms:

(583)476  (178)279  (853) 082

To identify which digit is the next-least-significant in the
underlying state, we observe the change in value for each
digit between sequential terms. We observe that the first digit
increases under the modulus by 6, then by 7. The second digit
increases by 9, then by 8. The third digit increases by 5, and
again by 5. We note that we would expect to “carry a one”
from the less-significant digits whose order we know for both
incrementations, so the change in the digit’s value should be
consistent between the three terms. Thus, the third digit of
the unordered tuple must be the third digit of the state, and
we must be incrementing by 4803 at each iteration.

To determine the order of the two final digits, we observe
that we would expect to carry a one from the digit we just
placed on the second incrementation of the state, but not on
the first. This is consistent with the change in value for the
first digit of our unordered pair, but not of the second. Thus,
we conclude that the two remaining digits are swapped.

The ICP Generator The reasoning above lets us derive the
complete record ID generation algorithm used by the ICP.
Starting from an unknown initial seed, for each subsequent
ballot, the ICP iterates the state of the following LCG:

Xnt1 = X, + 864803 mod 1000000.
It then transforms the LCG’s output with a substitution cipher
[0,1,2,3,4,5,6,7,8,9] — [5,0,8,3,2,6,1,9,4,7]

and permutes the digits such that 123456 becomes 261534.
Thus obfuscated, the value becomes the ballot’s record ID.
This generator has a period of one million and seems to have
been used with identical constants across all ICP scanners.

In effect, all ICPs followed the fixed cycle of one million
record IDs produced by this function. Each chose an appar-
ently random starting point, then assigned sequential IDs from
the cycle to ballots in the order they were cast.

3.2 Reversing the ICE and ICP2 Generator

Dominion’s other precinct-based scanners, the ICE and ICP2,
do not follow the record ID cycle derived above. We initially
had no data known to be in voted order for these models, so
we applied a different strategy to determine the generator.

Record ID Intersections First, we determined that these
other scanner models use a similar ID generation algorithm to
the ICP by comparing the record IDs used in different batches
of ballots in public data. If the machines drew IDs uniformly
at random, we would expect the magnitude of the intersections
between batches to be governed by the birthday paradox. This
means we would expect a relatively large number of non-zero
intersections with a small number of shared IDs in each. If
the machines used a fixed cycle of IDs, however, we would
expect non-zero intersections that were rarer but larger. Public
CVR data matched the fixed-cycle hypothesis (see Figure 4).

The specific intersections between sets of IDs from dif-
ferent tabulators place constraints on the cycle. When two
batches intersect, the IDs in the intersection must be consec-

utive, and so must the IDs in the union, as illustrated below:
TABULATOR A

“TRBULATORE

By sourcing public data from many elections and analyzing
these intersections, we could potentially reconstruct the com-
plete cycle. The problem of reconstructing a full sequence
based on many unordered subsequences is closely related to
genome reconstruction algorithms in the field of computa-
tional biology (see, e.g., [45]) and would be interesting to
pursue, but we applied a simpler method, described below.

Determining Parameters Since the ICE appeared to follow
a fixed cycle like the ICP, we conjectured that their RNGs
used the same algorithm with different parameters (i.e.,
permutation and substitution rules and constants a and b).
To constrain the space of possibilities, we analyzed public
data from San Francisco and identified batches from two
ICE:s that shared four record IDs in common. By the analysis
above, these IDs must appear consecutively (in some order)
in the ICE cycle. We exhaustively tested for parameters that
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would cause the generator to satisfy this condition, yielding
two equivalent generators producing such a cycle and two
more that followed the same cycle in the opposite direction.
Appendix A explains why such equivalent generators exist.

One of these generators used parameters nearly identical to
the ICP’s. The only difference was the permutation, which, in
the new generator, transformed 123456 to 342615. The con-
stants for the LCG and substitution cipher were unchanged.

Such similarity suggested that this generator followed the
cycle in the correct direction. For confirmation, we used scan-
ner log files from an ICE published by San Francisco. The
logs allowed us to identify the indices at which overvoted
ballots were cast, and we verified that the ballot images the
generator placed in these positions were indeed overvoted.

Finally, we located public data produced by ICP2 tabula-
tors and confirmed that the record IDs in each batch were
consecutive under the ICE’s cycle. This indicated that the
same generator was shared by both models.

Code To aid experimenters, the following compact Python
program generates the full cycles for all three scanner models:

generate_cycle = lambda b,s,p: [sum(s[b*n//
10** (6-p[1])%10]*10** (5-1) for i in range(6))
for n in range (10**6)]

b,s = 864803, [5,0,8,3,2,6,1,9,4,7]

icp = generate_cycle(b, s, [2,6,1,5,3,4])

ice = generate_cycle(b, s, [3,4,2,6,1,5]); icp2=ice

3.3 Validation and Scope

To further confirm that the generators we derived were correct,
and to determine the scope of the vulnerability, we attempted
to locate and analyze public ballot-level data from as many
jurisdictions as possible that used the affected scanners.

It is straightforward to check if a dataset uses the genera-
tors. If it does, we expect the record IDs within each batch
of ballots to be consecutive (or nearly so) under one of the
cycles. This was the case for every ICP, ICP2, and ICE dataset
we encountered. Note that the machines skip ID 0, and on rare
occasions one or a few IDs may be missing from otherwise-
consecutive batches, which likely correspond to provisional
ballots that were scanned but removed from the tally. We cre-
ated a test tool (available at DV Sorder.org) that imports CVRs
or ballot images and reports whether they are vulnerable.

Ultimately, we found vulnerable data published online from
parts of 11 states [44, 51, 64]: Alaska, Arizona, California,
Georgia, lowa, Michigan, New Jersey, New Mexico, Ohio,
Tennessee, and Wisconsin. Twenty-one states (shown in Fig-
ure 5), Puerto Rico, and Canada used the vulnerable scanner
models in at least some localities as of November 2022 [60].

The datasets we confirmed to be vulnerable were produced
in jurisdictions running 11 versions of Democracy Suite: 5.2,
5.4-NM, 5.5, 5.5-A, 5.5-B, 5.5-C, 5.5-D, 5.7-A, 5.10, 5.10A,
and 5.15. As of June 2024, we have yet to encounter any
dataset with record IDs produced by ICP, ICP2, or ICE scan-
ners that is not affected by the vulnerability.

4 Risks and Exploitation

With knowledge of the fixed record ID cycles—or the ability
to derive them from public data—one can trivially unshuffle
CVRs or ballot images produced by the affected tabulators.
This does not require any malicious action by election insiders,
access to election equipment, advanced technical capabilities,
or participation by voters. Since the vulnerability can be ex-
ploited passively using only publicly available information,
exploitation carries little potential risk for attackers.

Given the ability to unshuffle ballot-level data, there are
several ways that an attacker can learn how specific people
voted. Some require making deliberate observations during
the election, while others can be performed retrospectively
(perhaps years later) if certain side information is available.

Public Counters In most jurisdictions, precinct-based scan-
ners continuously display a public counter that shows how
many ballots they have recorded thus far during the election
(see Figure 6a). The counter value is equivalent to the index
in the unshuffled ballot sequence of the most recently cast
ballot. Anyone near the machine—such as poll workers, other
voters, or, depending on the layout of the polling place, public
observers—can note the counter value after a victim votes in
order to later identify that person’s ballot. Of the many threats
this facilitates, one noteworthy example is spousal coercion.
Suppose a man uses a scanner immediately after his wife. The
value of the counter before he scans his ballot tells the man
the index of his wife’s ballot, which lets him learn how she
voted if vulnerable ballot-level data becomes public.

Election Observers Poll workers or election observers could
also keep a complete ordered record of who uses the scanner,
which would allow them to deanonymize all ballots cast at the
polling location or to target public figures or specific people
they know. In many states, the right of partisan poll watchers
to observe inside polling places and to note the identity of
voters is enshrined in law (see, e.g., [39, 48]). Organized

«."
g s

Figure 5: States vulnerable to DVSorder. Parts of 21 U.S. states
(red/amber) used the vulnerable Dominion scanners as of Nov. 2022,
as did Puerto Rico and some Canadian localities. We found vulnera-
ble data published online from recent elections in 11 states (red).
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(a) Public counter (“ballots cast”) displayed by ICP scanner

(b) Video from polling place showing voter using ICP scanner (blue shirt)

Figure 6: Exploiting voted order to deanonymize ballots. An attacker can identify who cast which ballot by making observations during the
election or, after the fact, using side information. For example: (a) Other voters or poll workers can note the scanner’s public counter when victims
vote. (b) Some localities record video of everyone who uses the scanner, such as this footage from Georgia obtained via a public records request.

political machines could exploit these rights to deanonymize
ballots as part of efforts to buy votes or intimidate voters.

Poll Books When a ballot is issued, the voter’s identity is
typically recorded in a digital or paper-based log called a “poll
book™ to ensure they do not vote again later. Depending on the
design of these poll books, they sometimes record the time at
which individual voters received their ballots. This provides
a strong proxy to the order in which voters cast their ballots
and could reveal many voters’ choices, especially during slow
parts of the day when voters are widely spaced in time.

Scanner Log Files Some localities publish log files from
their ballot scanners. In the Dominion system, these logs by
themselves pose little risk to privacy, but they can be com-
bined with DV Sorder to determine the exact time that each bal-
lot was cast (subject to the accuracy of the scanner’s clock). To

umichvoter @ @umichvoter - Aug 2
MICHIGAN VOTERS today: let me know what voter number you were in your
precinct :)

O 63 n s Q 98 o

sarah I
@sarah
Replying to @umichvoter

Number 1! Grosse Pointe Farms Precinct #1

1:20 PM - Aug 2, 2022 - Twitter for iPhone

Figure 7: Some voters publicly disclose their voting locations
and voter numbers, as in this thread from Twitter (which we have
redacted). This is sufficient information to identify the unsuspecting
voter’s ballot if vulnerable CVRs or ballot image files are available.

exploit this, attackers could infer the time a particular individ-
ual used the scanner based on the time they leave the polling
place. This could be gathered by watching from outside the
building during the election or even after the fact from mobile
geolocation data. As another example, journalists sometimes
film or photograph candidates and other public figures as they
vote. Such media is typically timestamped, which, combined
with scanner log files, could be used to deanonymize those
individuals’ ballots even long after the election.

Disclosures by Voters Some voters publicly reveal their
polling places and voter numbers, as in the Twitter thread
shown in Figure 7. As long as the voter has accurately stated
their position in the ballot sequence, this lets anyone deter-
mine their exact set of votes from vulnerable ballot-level data.
For most voters who reveal such information, this is an unex-
pected violation of privacy, but voters could also disclose this
information deliberately (in public or private) in response to
vote buying or coercion. Sharing one’s voter number before
the ballot-level data becomes public provides a mechanism
for a voter to “claim” a specific ballot, thereby allowing them
to prove how they voted to third parties with some confidence.

Surveillance Footage Some localities record surveillance
video inside polling places. For instance, Figure 6b is from
a day-long video filmed by a county in Georgia that was
obtained by others via a public records request prior to our
work. The footage shows everyone who used the scanner, in
order. If a jurisdiction where such footage is a public record
also releases vulnerable CVRs or ballot images, anyone could
unshuffle the data and associate each ballot with video of the
voter casting it. Attackers could then identify people in the
video whom they recognized or use commercially available
facial recognition systems to identify voters en masse.
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5 Mitigation and Prevention

Correcting DV Sorder is simple in theory: modify the scanners
to assign record IDs securely at random. This would ensure
that ballot-level data cannot be unshuffled and prevent all
attack scenarios we have described. In practice, the solution
is more complicated: only Dominion can issue new scanner
firmware, deploying it requires action by many states and
localities, and third-parties cannot fully validate any purported
fix without access to Dominion’s proprietary source code.

5.1 Dominion’s Software Update

Following our disclosure, Dominion did issue a new software
version, Democracy Suite 5.17, that, according to certification
documents, incorporates an “[iJmproved pseudo random num-
ber algorithm” [49, §1.1.2]. The software achieved federal
certification in March 2023, clearing the way for use in most
states [58]. However, 5.17 includes a host of other changes,
making it a major upgrade rather than a focused patch; this
adds to the cost and complexity of deployment. As discussed
in Section 6, many jurisdictions continue to use older, vulner-
able versions more than a year after 5.17 became available.
Dominion has not shared any details about the new PRNG.
‘We do not have access to the new software, and we have been
unable to locate any ballot-level data produced by it, so we
cannot confirm whether 5.17 adequately addresses DV Sorder.
Considering the incomplete and potentially misleading guid-
ance that Dominion initially gave its customers following our
disclosure (Section 6.3), some skepticism may be warranted.

5.2 Sanitizing Ballot-Level Data

Until corrective scanner firmware is deployed, we recommend
that election officials sanitize ballot-level data prior to making
it public. This can be done with one of two strategies: either
completely remove the record IDs and randomly shuffle the
records, or securely rerandomize the record IDs and sort the
records. If correctly performed, these approaches will prevent
DVSorder from being exploited with the published data.

Remove Record IDs and Randomly Shuffle This strategy
is comparatively easy for jurisdictions to implement, so long
as they only publish CVRs. (It does not work for ballot images,
since removing the record IDs from their filenames causes
many images to have the same name.) For CSV-format CVRs,
officials should remove the “Recordld” and “CvrNumber”
columns. For JSON-format CVRs, officials should remove
the “Recordld” and “ImageMask” fields (see Figure 12).

On its own, deleting these fields is insufficient to reliably
guard against exploitation; officials must also randomly
shuffle the records. This is because Dominion CVR data some-
times contains batches of ballots that are sorted by record ID.
For these batches, an attacker can restore the deleted record
IDs using the following attack. Typically, a batch of ballots
will contain a mix of ballot styles corresponding to popula-
tions who vote in different sets of contests. An adversary can
learn the sequence of ballot styles that were voted, in order,

either from the scanner log files (if available) or by stationing
an observer in the polling place. For a large batch of ballots,
only one starting part in the scanner’s cycle will result in
record IDs that map the observed sequence of ballot styles
to the sequence contained in the CVRs. Using a brute-force
search over the 1,000,000 cycle starting positions, the attacker
can infer the deleted record IDs and unshuffle the ballots. To
prevent this, it is essential to randomly shuffle the CVRs.

A downside of removing the record IDs is that it can dis-
rupt some desirable uses of public election data. For instance,
without record IDs, it is impossible to reliably associate bal-
lot images with the corresponding CVRs to confirm that the
choices were correctly interpreted by the scanner. Likewise, if
a jurisdiction releases multiple versions of a dataset, it is im-
possible to precisely determine which records have changed.

Rerandomize Record IDs and Sort To preserve the in-
tended utility of the record ID field while preventing the attack,
officials can replace the IDs with new random identifiers that
are consistent across all public datasets from the election. This
maintains the association between sanitized ballot images and
their corresponding sanitized CVRs, and it facilitates review
of incrementally published data. Sorting the records by their
new IDs will also remove any residual information in their
order. Special consideration is required for archives of ballot
images, which should be recreated to ensure that the original
order of the data is destroyed.

To help officials apply this strategy, we created a free and
open-source sanitizer tool, available at DVSorder.org. Our
tool supports all common forms of Dominion ballot-level data.
To rerandomize the record IDs, it chooses a random key and
replaces each ID with a truncated form of its AES ciphertext.
If there are multiple datasets from an election, they can be
processed with the same key to ensure that records about any
given ballot will always be assigned the same ID. Although
this might seem like an ideal application for format-preserving
encryption [5], we instead designed the tool to change the for-
mat of the IDs so as to make sanitized and unsanitized data eas-
ily distinguishable and reduce the risk of accidental release.

Neither of these mitigation strategies is perfect. Even if
CVRs and ballot images are fully sanitized before publica-
tion, election workers will continue to have access to the
unsanitized data and so retain the ability to deanonymize bal-
lots. Unsanitized data could also potentially be stolen in a
data breach and used to compromise privacy.

5.3 Protections for Raw Scanner Data

To fully address the risk of ballot-ordering attacks, Dominion
needs not only to change its record ID generation algorithm
but also to correct the fact that its scanners store ballot im-
ages [29] and CVRs (Section 3.1) in voted order on their
memory cards. To safeguard privacy against attackers who
have access to such raw scanner data, Dominion and other
voting system vendors should shuffle ballots in-memory using
an appropriate randomized data structure (e.g., [41]).
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6 Disclosure

Our experience disclosing DVSorder is instructive, as it
exposed challenges to security information sharing and
widespread gaps in vulnerability management practices within
the elections sector. The following narrative highlights oppor-
tunities to improve coordination and remediation processes
so as to better ensure that future vulnerabilities in election
equipment are corrected before they can affect voters.

6.1 Ethical Considerations

Disclosure of a serious vulnerability in an election system
requires a careful balance of the equities involved. One of the
most consequential decisions we faced was when and how to
make information about the vulnerability public, particularly
given that we discovered the flaw only a few months prior to
the November 2022 U.S. general election.

In weighing our options, we saw our foremost obligation
as protecting voters. Completely protecting against DVSorder
would require officials to patch their election equipment, but
patching election systems often takes years, and ballot-level
data released in the meantime would remain vulnerable to
deanonymization forever. There was also a risk that malicious
parties might already have discovered the flaw, since we had
been able to do so using only public information. In light of
these considerations, we judged that the best way to protect
voters would be to disclose the vulnerability to state and local
governments as soon as possible, before further data from
affected systems would be released. Arming election officials
with information about DV Sorder, even in the absence of a
patch, would allow them to prevent public exploitation by
choosing to release less data or by appropriately sanitizing it.

We quickly realized that there was no viable route to no-
tifying the responsible officials without effectively making
the vulnerability public. U.S. election administration is decen-
tralized, and the vulnerable equipment is operated by many
hundreds of local municipal governments. None of our po-
tential partners—federal agencies and Dominion—appeared
to be prepared to privately inform these jurisdictions about
the flaw. Even if they were, sanitizing ballot-level data would
involve publicly visible changes to datasets that were under in-
tense scrutiny from election skeptics [24], so any such change
would require public justification. We concluded that public
disclosure prior to the November election would be necessary.

Another central consideration was the effect of our dis-
closure on public trust. Many prominent election conspiracy
theories concerned Dominion, and publishing information
about a real vulnerability in the company’s products could
fan these flames. Yet withholding true vulnerability informa-
tion would also be harmful to trust in elections. If we had
reported the flaw to Dominion and government officials but
collaborated to conceal it from the public, that might seem to
validate claims of a conspiracy. After considering these risks,
we concluded that transparency about the problem had the
least potential for harm and was the best course of action.

6.2 Disclosure Process

We discovered the vulnerability in early July 2022. Within
days, we contacted the Cybersecurity & Infrastructure Secu-
rity Agency (CISA), the arm of the Department of Homeland
Security responsible for election infrastructure [17]. CISA op-
erates a coordinated vulnerability disclosure (CVD) program
that assisted researchers with two earlier election security
disclosures by interfacing with the vendors and providing
guidance to election officials [18, 53]. We hoped that CISA’s
CVD program would be an effective way to notify all responsi-
ble parties about the problem ahead of the November election.
However, on July 22, CISA informed us that it declined to
coordinate disclosure for DVSorder and advised us to work
directly with Dominion. This caused a lengthy delay, as, in
light of Dominion’s recent high-profile defamation lawsuits,
we sought a careful legal review before approaching them.”
We began disclosure to Dominion on August 22 (day zero)
with a call to the company’s CEO, followed the next day
with a letter (available at DV Sorder.org) that detailed the flaw
and offered our assistance in understanding and mitigating
it. Given the short time before the November election, we
told Dominion that we intended to make the information
public as soon as 30 days later. The company acknowledged
receipt of our letter on August 29 (+7 days) but did not further
communicate with us about the issue, and we determined that
we would have to notify election officials without their help.
On September 2 (+11 days), we sent formal notifications to
CISA and to the U.S. Election Assistance Commission (EAC),
the federal agency that oversees testing and certification of
election equipment [15]. Dominion had not yet informed ei-
ther agency about the flaw. We requested their assistance in
communicating our disclosure to localities that operated af-
fected equipment. EAC informed us that it did not have a
comprehensive list of who used the scanners, as not all states
require EAC certification for their equipment. CISA initially
offered to put us in contact with state-level officials from af-
fected states, but, on September 19 (428 days), provided only
a link to a public contact page on the National Association of
State Election Directors website [42], adding further delay.
The lack of infrastructure for coordinated disclosure made
identifying and contacting every affected locality nearly im-
possible, so we directed our notifications to the officials at
the state level who were best positioned to communicate the
problem and its mitigations to local officials. On October 10
(+49 days), 29 days before the November election, we sent no-
tifications to the state election directors of the 21 states where
at least some localities used affected machines according to
data from the nonprofit organization Verified Voting [60].*

3 Although Dominion maintains a vulnerability disclosure policy that
offers a legal safe harbor for good-faith research, the company reserves the
right “to change any aspect of our coordinated disclosure process at any time
without notice, and to make exceptions to it on a case-by-case basis” [19].

“Due to an oversight, we neglected to notify authorities in Puerto Rico
or Canada. This underscores the difficulty of conducting a disclosure of this
complexity without the assistance of the vendor or a coordinating authority.
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October 7, 2022

UPDATE: Customer Notification: Cast Vote Selections

This is an update to the Dominion Customer Advisory issued on September 9, 2022.

Dominion is aware that many customers are receiving requests to provide access to election
records or results reports which identify cast vote selections. While definitions and requirements
can vary widely, this general guidance is designed to help support customers in identifying the
best way to respond to such requests, in consultation with your legal advisors.

It is important to follow any state or local requirements guiding public access to and release of
cast vote records (“CVRs”), including paper ballots or ballot images.

As a best practice, CVR data that is being released for public inspection should follow state and
local laws to preserve voter secrecy. Customers should consult their legal advisors for guidance
on how best to ensure such protections are applied, particularly if simultaneously releasing any
record (ie. video) that could reveal a voter’s identity in the order in which they cast their ballot.

UPDATE: A researcher who has been granted extensive access to the Dominion 5.5A system
has claimed to have a method by which to reveal how Democracy Suite scrambles Cast Vote
images as they are saved. Following the information described in this advisory mitigates any
potential risk that may result as part of any such disclosure. For customers using platforms other
than a 5.5 certified system, please reach out to your Dominion Customer Service representative
with any questions.

MORE: National Institute of Standards & Technology (“NIST"): Cast Vote Records Common
Data Format Specification (2019)

CONTACT US: If you have any questions, your Customer Service Manager will be glad to assist.

THANK YOU for your support!
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U.S. ELECTION ASSISTANCE COMMISSION
633 3rd St. NW, Suite 200
eSS Washington, DC 20001

* Noiss

In the below advisory issued on October 8, the U.S. Election Assistance Commission (EAC) used the term
“vulnerability” to describe the issue regarding the voting system configuration. The EAC used this term
based on how the National Institute of Standards and Technology (NIST) defines “vulnerability” as a
"(w)eakness in an information system, system security procedures, internal controls, or implementation
that could be exploited or triggered by a threat source. Note: The term weakness is synonymous for
deficiency. Weakness may result in security and/or privacy risks.” The issue discussed below describes a
potential privacy risk and does not represent a threat to voting systems that could impact the
integrity or availability of the machine software or of any election results. Dominion submitted a
system modification to the EAC that includes an improvement addressing this issue and it is currently
undergoing testing at an independent accredited laboratory.

Colleagues:

The EAC has been contacted by a security researcher with a coordinated vulnerability disclosure (CVD),
about a potential vulnerability with a Dominion voting system configuration, specifically configurations
that utilize the ImageCast Precinct (ICP) or ImageCast Evolution (ICE) tabulators. We are sending this
advisory as you may use an affected configuration.

The EAC is currently working through our processes with the manufacturer and our partners at CISA.
The issue affects the file naming convention used for ballot images produced by these configurations. The
vulnerability does not impact the integrity of the machine software or of any election results. Exploitation
by a malicious actor could reveal the order in which ballots were cast and, potentially, how a particular
voter voted if the ballot image files with unchanged file names are correlated with other data indicating
when and where a ballot was cast.

If you have not already been contacted by or individually reached out to Dominion on this issue and
believe you may be affected, please contact them for information on whether your systems are impacted
and any mitigation steps that may be available.

This information has not yet been released publicly. The EAC has not been provided with details on when
the security researcher plans to publicly release this information, but we have reason to believe it will be
released soon.

Mark A. Robbins
Interim Executive Director
U.S. Election Assistance Commission

(a) Dominion Notification (Oct. 7, 2022)

(b) EAC Adyvisory (Oct. 8, 2022)

Figure 8: Dominion and EAC issued these advisories without coordinating with us. Dominion’s stopped short of confirming the flaw and
inaccurately suggested that only 5.5-series products were affected. EAC’s mentioned only ballot images. Neither provided effective mitigations.

Finally, on October 14 (+53 days), we disclosed the vulner-
ability publicly at DVSorder.org. In designing this website,
we sought feedback from a range of subject matter experts to
help ensure that it clearly explained the issue to voters and
election officials without creating unwarranted fear or pro-
viding fodder for conspiracy theories. Our public messaging
stressed that DVSorder was a privacy flaw that could not di-
rectly change votes, and that there were actions officials could
take to prevent exploitation in the upcoming election. We also
provided a pair of software tools to help officials do that: our
test tool, which checks whether a particular dataset is vulner-
able (Section 3.3) and our data sanitizer tool (Section 5.2).

6.3 Responses by Dominion and the EAC

While we were working to notify jurisdictions, Dominion
issued a pair of one-page “customer notifications” related to
our findings. The company did not provide copies to us, and
we only learned about them weeks after they were distributed.

Dominion’s initial notification was dated September 9
(+18 days). While it discussed ballot-level data and privacy,
it did not mention that the scanners had a vulnerability that
revealed the order ballots were cast. This left customers to
rely on Dominion’s earlier, inaccurate assertions that the
scanners securely randomized ballot-level data. Instead, the

notification merely directed officials to “follow any state or
local requirements guiding public access to and release of cast
vote records” and to “consult their legal advisors for guidance
on how best to ensure that [voter secrecy] protections are
applied, particularly if simultaneously releasing any record
(i.e., [sic] video) that could reveal a voter’s identity in the
order in which they cast their ballot.”

Dominion issued a revised notification (shown in Figure 8a)
on October 7 (+46 days), three days before we notified states.
In a one-paragraph “update” appended to the original text, the
company acknowledged our claims but stopped short of con-
firming the flaw. Oddly, the document says that it offers a way
to “mitigate[] any potential risk”, even though the only action
it directs jurisdictions to take is to consult their lawyers. It also
appears to suggest that only 5.5-series versions of Dominion
products were affected, when in fact every version for which
we were able to locate ballot-data was vulnerable. These omis-
sions and potentially misleading statements likely contributed
to instances where jurisdictions failed to mitigate the flaw.

On October 8 (+47 days), the EAC issued its own advisory,
also without informing us. This notice (Figure 8b) described
the flaw only as affecting ballot images, which likely com-
pounded state and local officials’ confusion, as Dominion’s
notice from the day before had seemed to focus on CVRs.
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Not mentioned in either notification was that Dominion had
rapidly developed a software change, apparently in response
to our findings, that had begun the EAC certification process
on October 4 (+43 days) as part of Democracy Suite 5.17 [58].
EAC offers a rapid review process for “minor” changes,
which can be used to quickly provide security patches [59],
but Dominion did not utilize this process. Instead, it rolled
the change into a major update, necessitating a lengthy review
that was not complete until March 16, 2023 (+206 days).

Although 5.17 is said to incorporate an “[iJmproved pseudo
random number algorithm” (Section 5.1), the user manual
for this version contains new guidance advising officials to
“remove the Recordld information” “[i]f the Cast Vote Record
Export is going to be shared” [20, p. 97]. This suggests that
the new PRNG may not fully address the flaw. If removal
of the record ID field is indeed warranted under 5.17, this
guidance seems dangerously incomplete; it does not mention
removal of the “CvrNumber” field from CSV-style CVRs or
the “ImageMask” field from JSON-style CVRs, that ballot
image filenames must be sanitized, or that records must be
randomly shuffled (Section 5.2). Moreover, it is unclear why
Dominion has left removal of the record ID field to end-users
instead of performing it programmatically.

6.4 Disclosure Outcomes

Our disclosure’s strategy of directing contact through state-
level election offices proved less than fully effective, as offi-
cials did not always propagate information they received to the
affected local jurisdictions. Only two states asked us follow-
up questions or reported back to us about their mitigation
plans. Though some states and localities applied appropriate
defensive measures, jurisdictions in at least Alaska, California,
and Georgia published vulnerable data in November 2022.

The city of San Francisco provides an illustrative example.
It uses Dominion tabulators to count precinct-voted ballots
and has published ballot-level data in every election since at
least 2019. If the city continued to follow its ordinary proce-
dures, tens of thousands of voters’ privacy would be at risk.
Our October 10 notification to California’s Chief of Elections
explicitly named San Francisco as an affected jurisdiction,
yet the state neglected to inform the city [52].

On November 8—the day of the general election—San
Francisco began publishing new vulnerable data to its elec-
tions website. We quickly attempted to contact the city’s
Department of Elections via its website and Twitter, but we
received no response, and San Francisco posted even greater
volumes of vulnerable data over the next several days. The
city only began to address the problem months later, after we
wrote to the San Francisco Elections Commission [28], which
conducted its own technical investigation of the issue [32].

Even after San Francisco had completed its investigation,
issues persisted into the city’s March 2024 primary, 16 months
after our initial disclosure. In that election, which again used a
vulnerable version of the Dominion software, the city redacted

the “RecordId” field from published CVRs, but it neglected
to redact the “ImageMask” field, which contains a copy of the
record ID. It also failed to remove the record IDs from ballot
image filenames. These incomplete redactions happen to ex-
actly match Dominion’s guidance from the 5.17 user manual,
but unfortunately they leave DV Sorder fully exploitable.

Other states likewise continue to be vulnerable. One exam-
ple is Georgia, which uses vulnerable scanners state-wide and
requires ballot-level data to be published by law. The Georgia
Secretary of State announced in 2023 that he would defer
upgrading to 5.17 until after the 2024 presidential election,
more than two years after our public disclosure, citing the
cost and logistical complexity of deployment [61]. To our
knowledge, the state has yet to issue any guidance on sani-
tizing ballot-level data, and Georgia counties have published
vulnerable datasets as recently as May 2024.

On the other hand, our disclosures prompted effective ac-
tion in at least some jurisdictions. Minnesota’s Secretary of
State, for example, said in a statement that his office was
“working directly with the counties that use the impacted
machines to ensure they are aware of the vulnerability and
mitigation measures” [40]. The state subsequently amended
its election law to allow jurisdictions to withhold ballot-level
data from public release if it was “likely to facilitate associ-
ating votes with particular voters, such as showing the order
in which the votes were cast” [25]. Several other states, in-
cluding Michigan, have completed deployment of Dominion’s
updated software, which may remediate the vulnerability.

6.5 Effects on Public Trust

Making DVSorder public appears to have triggered little mis-
or dis-information. Researchers at the University of Wash-
ington found in the wake of our public disclosure that nearly
every high-engagement post about DVSorder retained our
wording that it was a privacy flaw, and that conspiracy the-
ories that referenced the issue gained little traction [12]. As
noted above, we intentionally emphasized the privacy nature
of the vulnerability, and these findings suggest that our strat-
egy was successful at mitigating risks to public trust. This
outcome suggests that public communication concerning elec-
tion vulnerabilities, if appropriately clear and precise, can be
constructive and responsible even in an age of disinformation.
In a reflection of the partisan politics that have infected the
topic of election security, our findings were reported only by
right-wing media outlets. This is unfortunate, as all voters
deserve to be accurately informed about the risks elections
face and steps officials take—or fail to take—to defend them.

7 Related Work

We are far from the first researchers to draw attention to the
threat of ballot-ordering attacks. While DVSorder is unusual
in that it can be discovered and exploited using only public
information, it follows in a long series of vulnerabilities in vot-
ing systems from around the world over the past two decades.
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7.1 Past Ballot-Ordering Flaws

Many examples of ballot-ordering flaws exist in the literature.
We survey some of the more notable examples below:

Diebold AccuVote TS (2004) As part of the first academic
security review of a deployed electronic voting machine,
Kohno et al. discovered that the AccuVote TS assigned ballot
serial numbers using an LCG that was seeded in a predictable
manner, allowing the CVRs to be unshuffled [34]. It is re-
markable that the Dominion machines we studied had such a
similar design flaw nearly 20 years after scientists first warned
of the danger of using an LCG to generate ballot identifiers.

Diebold AccuVote TSX (2007) Calandrino et al. found that
Diebold had implemented a new PRNG in response to the
findings above, but the generator was still not securely seeded,
allowing the order of ballots to be recovered [11, Issue 5.2.21].

Sequoia AVC Edge (2007) In an examination of the AVC
Edge, Blaze et al. found that it shuffled ballots into only ten
possible orders. An attacker with access to the raw data could
determine the seed and fully unshuffle the ballots [8, §4.4.8].

ES&S iVotronic (2007) Blaze et al. discovered that the iV-
otronic’s internal data structures were insufficiently random-
ized, allowing a partial ordering to be determined from the raw
files [7, §7.2.15-16]. Moreover, individual audit trail printouts
contained a bar code that included the time the ballot was cast,
allowing the order to be fully reconstructed.

Hart eSlate and eScan (2007) Inguva et al. analyzed eSlate
and eScan machines, which they found used a poorly random-
ized data structure for CVR storage, allowing ballots to be
recovered in voted order from the raw data files [31, Issue 25].

Sequoia AVC Advantage (2008) Appel et al. found that the
AVC Advantage shuffled its ballot storage using a 32-bit seed
that could be extracted by poll workers [3, §49].

Scytl Pnyx.core (2008) Clarkson et al. found that remote
voting software developed by Scytl relied on an LCG for
ballot shuffling [14, §4.3.4.1]. They reported that it used the
C standard library’s rand () function, which is notoriously
insecure, and had a bug that resulted in a seed of 8 bits instead
of the intended 32, allowing votes to be unshuffled with ease.

India (2010) Wolchok et al. demonstrated that paperless
electronic voting machines used nationwide in India stored
votes internally in the order they were cast [63]. Given brief
physical access to the machine, ballots could be extracted in
voted order by connecting a device to the memory chip.

Brazil (2014) Aranha et al. discovered that voting machines
used throughout Brazil relied on the C rand () function to
shuffle ballots [4]. This generator was seeded with the cur-
rent time in seconds when the software was initialized, which
usually occurred between 7 and 8 AM on the day of the elec-
tion. The seed space thus included only 3600 possible values.
Moreover, the machine printed the time it was initialized on a
paper poll tape, publicly revealing the exact value of the seed.

Australia (2018) Wilson-Brown discovered that, since 2001,
the voting technology used by the Australian Capital Territory
did not shuffle ballots before they were published online [62].
The election authority dismissed the vulnerability as “purely
theoretical” [30], and as of 2020 it had not been fixed [55].

Dominion ICP (2021) In a court-authorized examination,
Halderman and Springall found that ICP scanners record bal-
lot images to their removable memory cards in the order they
were cast, and, by default, unencrypted [29, §11.2]. Election
workers with access to the cards could exploit this to recover
the ballots in voted order, even if DVSorder was corrected.

That these errors have occurred time and again for 20 years
suggests a persistent failure by vendors and regulators to
safeguard voter privacy. Even after this long line of research,
ballot-ordering flaws appear not to be recognized within the
election sector as important vulnerabilities, despite being a
low-risk exploit accessible even to unsophisticated attackers
and despite increasing public availability of ballot-level data.

7.2 Other Ballot Secrecy Risks

Protecting privacy in ballot-level data requires more than just
concealing the order of casting. Voters who are bribed or co-
erced can reveal which ballots are theirs by marking them
in a distinctive fashion [9], by entering a unique name as a
write-in candidate, or by selecting a specific pattern of choices
in down-ballot contests [47]. Some voters find themselves
in very small anonymity sets: in the U.S., voting districts
at different levels sometimes intersect such that only one or
a few voters cast ballots with a particular set of contests,
and voters with disabilities often use ballot-marking devices
that print ballots that appear different from ones marked by
hand [36]. Other, more exotic attacks—such as techniques
for automatically fingerprinting ballots based on natural im-
perfections in the paper surface [13] or on voters’ individual
marking styles [10]—may provide additional avenues for
deanonymization.

8 Discussion

DVSorder points to systemic gaps in the design and regulation
of election technology with regard to voter privacy. It also
provides a case study of challenges to effective vulnerabil-
ity disclosure and mitigation within the election sector. We
discuss these issues below and offer recommendations.

8.1 Design, Certification, and Testing for Privacy

That ballot-ordering vulnerabilities continue to persist indi-
cates an ongoing inattentiveness to voter privacy by voting
system developers and regulators. Privacy-conscious system
design should have prevented the introduction of these flaws,
and privacy-conscious security review should have uncovered
them before they placed voters at risk.

Much responsibility falls on the election system vendors.
DVSorder resulted from Dominion’s use of a class of pseu-
dorandom number generator that was known to be insecure
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since the 1970s [50]. The company’s attempts at obfuscation
suggest that it knew the approach was unsound but was un-
willing to apply sufficient resources or expertise to implement
a correct solution. Responsibility also falls on state and fed-
eral testing authorities, who repeatedly passed the vulnerable
Dominion systems, even though the vulnerability should have
been readily apparent in a source code review.

U.S. Federal Standards One reason that such problems have
been overlooked during system certification is that testing
standards are insufficient. In the U.S., the most important
regulatory standards for election equipment are the Voluntary
Voting System Guidelines (VVSG), a set of criteria main-
tained by the EAC. Though compliance is not federally man-
dated, many states require it [43]. Equipment is tested against
these standards by private entities called Voting System Test
Laboratories (VSTLs) that are accredited by the EAC.

While the EAC guidelines include a number of provisions
related to voter privacy, they are evidently ineffective. For
example, VVSG 1.0 provides that “[t]he voting process shall
preclude anyone else from determining the content of a voter’s
ballot, without the voter’s cooperation” [57, §3]. The affected
Dominion equipment is certified to this standard, and despite
its plain language, EAC representatives have informed us that
they have not found the equipment to be in violation.

A recently adopted revised standard, VVSG 2.0, adds more
specific privacy requirements among many other changes. It
provides that “[t]he voting system must not contain data or
metadata associated with the CVR and ballot image files that
can be used to determine the order in which ballots votes [sic]
are cast” [56, §10.2.2-B]. Though such a provision would
seem to squarely address DV Sorder, it is still possible that af-
fected systems could be certified under the new requirements.
This is because VSTLs test systems against a predefined set
of “test assertions”, which serve as a checklist for determining
whether or not the system meets the VVSG’s requirements.
There is no test assertion that requires a VSTL to assess com-
pliance with this provision [16], so a nonconforming system
could still be certified under current testing procedure.

Recommendations Voting system vendors should incorpo-
rate a focus on security and privacy throughout the product de-
velopment cycle, as is best practice in the broader technology
industry. Vendors should design systems to be secure against a
threat model that includes deanonymization attacks, and they
should rigorously test their systems for success against that
model, whether through in-house or by engaging qualified
penetration-testing firms.

Likewise, federal and state regulators should place greater
value on privacy. In particular, the EAC should ensure that
VSTLs test for all privacy-related requirements in VVSG 2.0.
While such open-ended requirements can be difficult to re-
duce to checklist or “test assertion” form, many problems like
DVSorder could be uncovered if the agency required VSTLs
to perform a privacy-focused source code review [16].

8.2 Challenges to Effective Disclosure

When vulnerabilities slip through certification and are dis-
covered in live election systems, mitigation requires getting
timely, accurate, and actionable information to all responsible
parties, which potentially include hundreds or thousands of
local jurisdictions. Challenges in conducting this complex
communication can delay remediation and increase risk.

During disclosure of DVSorder (Section 6), we were sur-
prised that CISA and EAC did not provide effective assistance.
Neither agency helped to coordinate disclosure or even to bro-
ker communication between us and state officials. We were
also surprised to learn that neither federal agency has the abil-
ity to comprehensively identify (much less contact) the U.S.
localities affected by a particular voting system vulnerability.

Some state-level authorities did not convey our disclosure
to localities. This leaves local officials reliant on their system
vendors for information about vulnerabilities in their products.
Unfortunately, Dominion chose not to cooperate with us and
issued guidance that was incomplete and misleading. As a
result of these challenges, many localities did not know they
were vulnerable even after we publicly announced the flaw.

Adding to the confusion, when states and localities did re-
ceive notifications about the flaw, those notifications were in-
consistent. Dominion and the EAC issued separate advisories
without coordinating with us that characterized the problem
in different and incomplete ways. Faced with conflicting state-
ments about the problem coming from researchers, the federal
government, and the system vendor, election officials were
left to puzzle out what to do for themselves.

Recommendations The federal government should establish
a coordinated vulnerability disclosure program that reliably
serves as a clearinghouse for election system vulnerability
disclosures. An existing program, such as CISA’s, could serve
this role if it had the resources and mandate to assist in cases
such as DVSorder. Vendors and federal authorities should co-
ordinate with researchers who identify vulnerabilities in order
to ensure that communication about the problems is accurate
and consistent. State-level election agencies should establish
a uniform contact method for reporting security disclosures
(perhaps coordinated by a body such as NASED). Vendors
like Dominion should accept responsibility for vulnerabilities
in their products. By working cooperatively with third-parties
who report such problems, vendors can convey more accurate
information to localities and better facilitate mitigation.

8.3 Challenges to Effective Patching

Communication is only half the battle. Once state and local
entities know about a vulnerability, they need to take effective
steps to mitigate it. Often one of the most important mitiga-
tions is deploying software updates. This can be logistically
challenging when it involves many thousands of systems op-
erated by localities across a state, since election equipment is
typically not connected to the Internet and updates must be
installed manually by a technician. Unfortunately, as DVS-
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order illustrates, the election sector’s approach to vulnerability
management lags far behind enterprise best practice.

From the time we disclosed the problem to Dominion, it
took almost seven months before a software update to address
it was developed and federally certified. Even after the update
was available, some jurisdictions stated that they would need
years to deploy it, and others have no plans to do so. Now,
almost two years after our disclosure, states such as California
and Georgia are still using vulnerable system versions.

Past election system vulnerabilities have seen even worse
response times. For example, in 2007, researchers publicly dis-
closed buffer overflows and numerous other flaws in a paper-
less voting machine called the Diebold AccuVote TSX [11],
but Georgia used the machines state-wide for 12 more years
without ever patching them [26]. States will need to signif-
icantly mature their vulnerability management practices to
match the rapid response times that are expected in industry
and other areas of critical infrastructure.

Recommendations Voting system vendors should work to
make software fixes available more quickly, and make them
easier to deploy, by producing focused patches for security
issues rather than incorporating them into major updates. Ven-
dors should also commit to back-porting security fixes to all
in-service versions of their products.

States and localities should build capacity to implement
election software updates and other mitigations quickly. One
potentially effective approach would be to plan and budget
for deploying such updates on an annual cycle. This would
maintain institutional familiarity with the logistics, which
would also help ensure that emergency fixes could be de-
ployed rapidly before an election if necessary.

The costs of keeping up-to-date with security patches vary
dramatically with the style of election technology. States like
Georgia that require all in-person voters to use computer
ballot-marking devices will need to update and maintain many
times as many units of equipment as states where most voters
mark ballots by hand. States should consider and price-in
these costs when selecting a voting system.

The EAC could encourage timely patching under its ex-
isting regulatory authority by withdrawing certification from
versions of election systems that lack important security fixes.
This would encourage vendors to rapidly develop security
patches and prompt many jurisdictions to apply the patches
S0 as to maintain compliance with state law.

9 Conclusion

Researchers have uncovered ballot-ordering vulnerabilities at
a steady cadence for more than two decades, but DVSorder
is a particularly concerning instance of such a flaw. It allows
unsophisticated and passive attackers to learn how individuals
vote without risk of being detected, and it comes at a time
when more ballot-level data is public than ever before.
Jurisdictions that use affected equipment should ensure
that their systems are patched to eliminate the flaw, and, until

then, that their ballot-level data is properly sanitized before
publication. Unfortunately, some states and localities have yet
to implement these steps and continue to release vulnerable
data today, nearly two years after our disclosure.

DVSorder should be a wake-up call that the election sector
needs to take voter privacy more seriously. How is it pos-
sible that in 2022, a leading voting system vendor thought
shuffling ballots with an LCG was appropriate? Why didn’t
this raise red flags with regulators during any one of their
dozen certification reviews? Why can’t jurisdictions as large
as Georgia or as sophisticated as San Francisco manage to
address the problem even after they know about it? If the
right to a secret ballot is to mean anything, actors across the
election technology space must do their part to protect it.
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A Mathematics of the PRNG

The generator used by Dominion has interesting properties
that do not appear to have been discussed in prior literature.

A.1 Mathematically Equivalent Generators

We describe the Dominion ICP generator as follows, where
s defines the substitution rule and p defines the permutation
rule. For convenience, let m denote 1000000.

Xn+1 = X, + 864803 mod m,

sy =15,0,8,3,2,6,1,9,4,7], p=1[2,6,1,5,3,4].

This is mathematically equivalent to the following generator:
Yn+1 =Yn+ 135197 mod m,

sy =1[7,4,9,1,6,2,3,8,0,5], p=[2,6,1,5,3,4].

To understand why these generators produce equivalent cy-
cles, observe that 864803 + 135197 = 0 mod m. This means
that x, + v, = Xu+1 + Ynyr1 mod m. Choose without loss of
generality initial states xo = 0 and yp = m — 1. By induction
Xn + Y, =m— 1 mod m for all n, and because x,, + y,, must be
in range [0,2m — 1], we know x, +y, =m — 1.

We rewrite this equation as x, = 999999 —y, . Observe that
on a digit-by-digit level this means x, has a 0 wherever y,
has a 9, x, has a 1 wherever y, has an 8, and so on. Observe

(a) Typical LCG (RANDU)

also that our substitution rules s, and s, are reversed relative
to each other, so that a 0 in x,, becomes a 5 in the generator’s
output and a 9 in y, likewise becomes a 5, etc. This means that
for all x,, and y,, the generators’ output would be the same.

The existence of a complementary generator can be gen-
eralized to any LCG which uses a multiplicative term of 1,
a substitution rule, and a modulus that is the power of that
substitution rule’s base. We need only that b, + b, = m and
that s, and sy are reversed relative to one another.

A.2  Graphical Analysis

Linear congruential generators are known to produce out-
put such that when consecutive terms are plotted as three-
dimensional points—i.e., points in the form (X, X+ 1,X;+2)—
these points are not uniformly distributed but instead fall into
planes [38]. The so-called “spectral test” measures the rela-
tive strength of a linear congruential generator by the distance
between these planes [35], and it is not uncommon to use
a graphical representation of these points to provide some
degree of intuition of a generator’s relative strength.

The Dominion PRNG’s output, when graphed, does not fall
into planes; the substitution cipher and digital permutation
destroy this pattern. The resulting pattern still appears highly
non-random, however, and to our knowledge has not been
discussed in the literature. Figure 9 depicts a typical LCG’s
output compared to that of the PRNG from the ICP scanner.

(b) Dominion’s Obfuscated LCG

Figure 9: Unlike typical LCGs, Dominion’s does not produce output that falls into planes, but other highly nonrandom patterns still result.
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